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Abstract

Problem definition: Digital platforms now guide most consumption decisions through person-
alized assortments and ranked recommendations. At the same time, these platforms have strong
self-preferencing incentives to push high-margin or strategic content (e.g., originals, sponsored
items, private labels). When such incentives are salient, users may no longer treat rankings as
neutral advice, but instead question their credibility and adjust their behavior. We study how
this tension between platform incentives and user trust shapes engagement, assortment deci-
sions, and long-run platform payoff.

Methodology/results: We develop a game-theoretic model that captures the strategic interac-
tions between a platform and rational users who adjust their beliefs and decide whether to fol-
low, discount, or ignore the recommendations. We introduce platform’s self-preferencing weight
toward the high-margin category. Our analysis reveals three distinct equilibrium regimes: com-
pliance, pandering, and zero-compliance. We find that persistent self-preferencing is not always
beneficial; excessive bias can lead users to disregard recommendations entirely. Reducing as-
sortment variety can enhance both credibility and profitability, challenging the conventional be-
lief that “more choice is better.” Furthermore, we propose strategies such as donation-match
schemes to restore user trust while maintaining profitability.

Managerial implications: Our analysis delivers concise design rules for incentive-driven recom-
mendation systems. When users recognize platform-incentivized options, content curation and
ranking should be treated as tools for credibility engineering: sometimes limiting platform-favored
items, sometimes softening self-preferencing, and sometimes using donation-match schemes
that visibly align the platform’s interests with those of its users and restore trust in the rec-

ommendation signal.

Key words: personalized recommendation, content assortment, self-preferencing, strategic user, algorith-

mic bias, asymmetric information



1. Introduction

Imagine a viewer opening Netflix on a Friday night. The first rows are prominently labeled “Netflix
Originals,” followed by a scroll of other series and movies. The viewer cannot see everything in the
catalog, only what the platform chooses to show and how it chooses to rank it. The viewer decides
how seriously to take the recommendation. In this simple scene, two forces quietly meet: Netflix’s
incentive to spotlight its own, higher-margin content and the user’s desire to discover what best fits
their tastes. How platforms curate which options appear at all, and how they rank those options
on the screen, together shape this interaction and they do so precisely at a time when users are

increasingly aware that some items are “platform-favored” while others are not.

These highlighted, platform-incentivized items are now pervasive across digital recommenda-
tion environments, reflecting a well-documented phenomenon of platform self-preferencing: algo-
rithms systematically favor content such as house brands, sponsored listings, or original produc-
tions in search and recommendation results (Abhishek et al., 2016; Zhu and Liu, 2018; Long and
Amaldoss, 2024). Such content typically carries higher margins or strategic value for the plat-
form. Investigative reports and audits show, for example, that Amazon has adjusted its ranking
algorithms to boost Amazon brands and higher-margin products (Khan, 2017; Mattioli, 2019; Dash
et al., 2021); streaming platforms prominently feature their own originals ahead of licensed titles;
and Spotify playlists give extra exposure to tracks with stronger platform-side incentives (Aguiar
and Waldfogel, 2021). Across these settings, the very algorithms designed to help users discover

relevant options also embed a motive to steer them toward more profitable choices.

In parallel, users anticipate such platform-side incentives when they increasingly see salient
signals of self-preferencing: labels such as “Original,” “Sponsored,” or “Amazon Basics” and adjust
their behavior accordingly, for instance by discounting sponsored positions or seeking informa-
tion off-platform (Burguet et al., 2015; De Corniere and Taylor, 2019; Teh and Wright, 2022). Re-
search on trust in recommendation agents similarly finds that perceived bias, such as sponsorship
or platform-serving motives reduces compliance and can trigger “banner blindness” toward pro-

motional modules (Wang et al., 2018; Komiak and Benbasat, 2006; Dietvorst et al., 2018).

Taken together, these developments create a fundamental tension at the heart of modern rec-
ommendation systems: a trade-off between platform incentives and user trust. Existing literatures

have examined these issues in isolation. Most assortment and personalization models treat rec-



ommendations as neutral and users as mechanically following a choice model; persuasion models
typically abstract from filtering and variety; and empirical work on self-preferencing rarely speci-
fies how users’ belief-updating feeds back into optimal platform design. As a result, we still know
little about when persistent self-preferencing is actually optimal, how increased variety interacts

with credibility, or what design levers can restore persuasion once users distrust recommendations.

This paper fills that gap. We study personalized content curation and recommendation when
a platform has a stronger incentive to promote one content category over another (e.g., originals
vs. licensed content, sponsored vs. organic posts) and users are aware of this self-preferencing. We

consider three broad sets of research questions:

(RQ1) User behavior under incentive-driven recommendations. How do sophisticated users re-
spond when they know that recommendations may favor platform-incentivized content? Un-
der what conditions do they fully comply, partially comply, or ignore recommendations alto-

gether? How does the degree of self-preferencing shape this behavior?

(RQ2) Platform design under strategic users. How should a platform optimally choose which con-
tent categories to show (personalized assortment) and which category to recommend (rank-
ing) when users interpret recommendations strategically? Is persistent self-preferencing al-

ways optimal? Does offering more variety always help engagement or can it backfire?

(RQ3) Remedies. When users become highly skeptical and prone to ignoring recommendations,

what levers can restore credibility and profitability?

To address these questions, we develop a game-theoretic model of a recommendation platform
that both curates and ranks content for an arriving user. The platform manages two content cat-
egories: a platform-incentivized category (Category 1), which yields higher long-run payoff to the
platform (e.g., originals, sponsored, or private-label items), and a user-aligned category (Category 2),
which carries no extra margin or strategic benefit. A novel feature of our model is a single algorith-
mic self-preferencing weight & > 1 that scales the platform’s payoff from Category1 relative to Cate-
gory 2 and is commonly understood by both parties; a parsimoniously captures the strength of the

platform’s incentive misalignment with the user.

Before the interaction, the user is uncertain about their realized utilities from each category,
while the platform, using its data and prediction models, privately observes the realized utili-

ties. The platform first decides which categories to include in the personalized assortment (filtering
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stage), and then, if multiple categories are shown, chooses one category to highlight as its recom-
mendation (ranking stage). Observing the curated set, the recommendation, and the value of their
outside option (other platforms, offline choices, or simply doing something else), the user updates
their beliefs and decides whether to consume content from one of the displayed categories or to

walk away.

Analyzing this game yields a rich but tractable “persuasion map” that links platform incen-
tives and user options to equilibrium behavior. We show that user responses fall into three dis-
tinct regimes: compliance, where the user follows recommendations; pandering, where the platform
sometimes recommends an inferior category because that is the only recommendation the user fully
trusts; and zero-compliance, where the user ignores all recommendations and always chooses the
same low-margin category. These regimes are governed by two key primitives: the platform’s

self-preferencing weight and the attractiveness of the user’s outside option.

This analysis leads to several surprising managerial insights. First, more variety is not always
better: when self-preferencing is salient, expanding the curated assortment to include both cate-
gories can reduce the probability of engagement compared to showing only the user-aligned cat-
egory. Variety can dilute credibility and push users to opt out, reversing the predictions of stan-
dard assortment models that assume non-strategic users. Second, persistent self-preferencing is
not always optimal. Beyond a threshold, increasing the platform’s margin on its favored cate-
gory can trigger the zero-compliance regime, in which users systematically avoid that category
and the platform’s payoff collapses to that of the low-margin alternative. Third, we identify a set
of “credibility-engineering” levers that can restore persuasion power and raise long-run profitabil-
ity even when users are skeptical. In particular, donation-match—type schemes where the platform
pledges to share surplus with external causes conditional on user engagement, serve as a concrete
example of prosocial, value-sharing commitments that visibly align the platform’s incentives with
those of its users and can therefore be especially powerful tools for rebuilding trust in incentive-

driven recommendation environments.

In summary, we develop the first unified analytical framework that endogenizes platform self-
preferencing incentives, personalized assortment decisions, and strategic user responses to incentive-
driven recommendations. By explicitly modeling recommendation as cheap talk from an interested
sender, we show when and how self-preferencing undermines trust, when pandering emerges, and

why “less variety” or even “giving back” can be optimal. These results speak directly to ongoing



debates about the design and regulation of algorithmic recommendation on digital platforms.

We organize the rest of the paper as follows. Section 2 reviews related literature. Section 3
lays out the model. Section 4 characterizes the equilibrium recommendation game, identifies the
compliance, pandering, and zero-compliance regimes. Section 5 analyzes the platform’s optimal as-
sortment decisions. Section 6 identifies the zero-compliance region and levers. Section 7 concludes

with managerial implications and directions for future research.

2. Related literature

In this section, we situate our study within the literatures on assortment and product-line design,
personalized recommendation, intermediation and self-preferencing, cheap-talk persuasion, and
trust in algorithmic systems. Across these streams, our main departure is to endogenize both the

platform’s incentive -driven curation/ranking and the user’s strategic, credibility-driven response.

Assortment, recommendation, and personalization with non-strategic users. Classical assort-
ment and product-line models choose which products to offer subject to inventory, capacity, and
pricing constraints, typically under multinomial logit, locational, or exogenous demand models
where consumer choice is mechanically generated from stable preferences (Kok et al., 2008; van
Ryzin and Mahajan, 1999; Honhon et al., 2010; Aydin and Porteus, 2008). A more recent stream per-
sonalizes assortments using transactional data, profiles, and online learning, often jointly with in-
ventory decisions (Bernstein et al., 2015, 2019; Kallus and Udell, 2020; Golrezaei et al., 2014; Gallego
et al., 2016; Chen et al., 2022, 2024). In both streams, assortment and recommendation (if modeled
at all) are neutral: showing more options never reduces purchase or engagement probability, and

users do not interpret rankings as messages about the platform’s incentives.

Marketing work on variety reduction challenges this “more is better” view. Empirical and ex-
perimental studies show that smaller assortments can sometimes increase sales (Iyengar and Lep-
per, 2000; Boatwright and Nunes, 2001), often attributed to evaluation costs or inference from pop-
ularity (Kamenica, 2008). Our paper offers a different mechanism: users infer uncertain utility not
from popularity or assortment size but from the platform’s recommendation itself. Larger per-
sonalized assortments can dilute the informational content of that recommendation and weaken its
credibility, so adding options can reduce engagement. In our setting, assortment and ranking jointly

become instruments of “credibility engineering” rather than purely demand-expanding levers.



Platform self-preferencing. Digital platforms often act as both marketplace and merchant, cre-
ating strong incentives to privilege platform-owned or high-margin items in search and recom-
mendation rankings (Khan, 2017; Dash et al., 2021), and a growing empirical literature documents
such steering and its market consequences (Abhishek et al., 2016; Choi and Mela, 2019; Long and
Amaldoss, 2024). Existing work, however, mainly shows what platforms do and says little about
how sophisticated users react to perceived self-preferencing or how that feedback should shape
optimal design. We provide a theoretical framework that links self-preferencing to strategic skepti-
cism: users anticipate platform incentives and adjust for them when interpreting recommendations.
Closest in spirit, Kiiciikgiil et al. (2025) decompose recommendations into informative and alloca-
tive roles under privacy constraints; our filtering stage plays a similar allocative role, but we focus
on how observed curation and ranking jointly drive belief updating, modeling recommendations

explicitly as cheap-talk communication from an incentive-driven platform.

Cheap-talk persuasion, information disclosure and strategic users. Our second-stage recom-
mendation game builds on cheap-talk models in economics and Operations Management. Craw-
ford and Sobel (1982) provide the canonical framework of strategic information transmission be-
tween an informed, self-interested sender and a receiver with partially misaligned preferences. Che
et al. (2013) apply this logic to project recommendations with an outside option, showing that low
outside options can sustain full persuasion while intermediate outside options induce pandering
toward conditionally better-looking but possibly inferior projects. We extend this line of work to
a personalized, self-preferencing platform that jointly chooses assortment and recommendation,
showing how outside options and margin inequality generate richer regimes (compliance, pander-
ing in either direction, and zero-compliance) and non-monotone effects of these levers on platform

payoff.

Within Operations Management, several papers use cheap talk to analyze information disclo-
sure in service and supply-chain contexts: Allon et al. (2011) and Allon and Bassamboo (2011) study
congestion and inventory announcements, and Chu et al. (2017) examine forecast sharing between
a retailer and a manufacturer. More broadly, related OM work investigates how operational deci-
sions interact with information revelation and incentives: for example, Wang et al. (2016) and Lai
and Xiao (2016) analyze settings where firms strategically reveal or withhold operational informa-
tion (such as demand forecasts, quality, or cost signals) and downstream agents respond optimally.

These papers emphasize how information disclosure and concealment shape equilibrium actions



along the supply chain. Lee and Li (2018) study supplier quality management with investment
and inspection incentives, and Lee et al. (2018) show how trade-credit contracts under competi-
tion affect firms’ performance. Our setting shares this focus on incentive design but differs in that
the “supplier” is a recommendation platform whose self-preferencing incentives and credibility are

endogenously linked through users’ belief updating.

A large Operations Management literature studies strategic consumer behavior under intertem-
poral pricing and inventory dynamics. Consumers may delay purchase in anticipation of future
markdowns or stockouts, and firms optimally adjust pricing and stocking policies in response (e.g.,
Su, 2007; Liu and van Ryzin, 2008; Cachon and Swinney, 2009, 2011; Feng et al., 2024). These models
capture forward-looking demand but treat prices and availability, rather than rankings or recom-
mendations, as the primary signals. In contrast, we study a static interaction where the platform’s
ranking itself is a cheap-talk message from a self-preferencing sender, and the user’s strategic be-

havior takes the form of belief updating and selective compliance rather than purchase timing.

Trust and algorithm aversion. Trust is a central driver of technology adoption. Early work links
personalization and familiarity to trust in recommendation agents (Komiak and Benbasat, 2006) and
incorporates trust into online shopping models (Gefen et al., 2003). More recent studies show that
perceived platform-serving motives (e.g., sponsorship, self-promotion) reduce compliance and can
generate “banner blindness” toward promotional modules, while limited user control only partially
mitigates algorithm aversion (Dietvorst et al., 2018). Audit studies of feeds and search results sim-
ilarly find that once users detect systematic steering, they seek external information or discount
platform suggestions. Related Operations Management work examines how trust shapes informa-
tion sharing and contracting in supply chains (e.g., Choi et al., 2020; Kraft et al., 2022; Ozer et al.,
2018). Our model formalizes one mechanism behind these patterns: when users understand that
rankings embed both relevance and platform incentives, they interpret recommendations through

a credibility lens and may strategically ignore them.

Contributions and positioning. This paper fills a gap between assortment, recommendation,
and persuasion literatures by jointly endogenizing a self-preferencing platform’s curation and rank-
ing decisions and users’ strategic, belief-based responses. Modeling this interaction is challenging
because every assortment and ranking choice doubles as a signal about platform-observed utilities,
so the platform must optimize while anticipating users” Bayesian “inversion” of that signal. We

address this by introducing a parsimonious self-preferencing weight on the platform-incentivized



category, which keeps the signaling game tractable and allows us to fully characterize equilib-
rium behavior and to derive operational levers, such as variety reduction, margin moderation, and

donation-match—type schemes, for restoring profitable persuasion.

3. Model

We develop a game-theoretic model of a recommendation platform that both curates a personal-
ized content assortment and ranks items within that assortment for an arriving user. The platform’s
incentives are partially misaligned with the user’s: it manages a platform-incentivized category (Cat-
egory 1), which includes sponsored content, promoted posts, or platform-owned products that
carry higher margins or strategic value, and a user-aligned category (Category 2), which consists
of organic or third-party items selected purely for relevance. This misalignment creates scope for

self-preferencing in the platform’s recommendation policy and for users to respond strategically.

Leti € {1,2} index content categories. If the user consumes content from category i, they enjoy
realized utility b;, which is specific to the user and interaction. We assume that once a category
is chosen, the platform can surface a representative high-quality item within that category, so we

model choice only at the category level.

Before consumption, the user does not know b;, a hallmark of experience goods (Nelson, 1970)
and many digital content scenarios such as streaming entertainment, news articles, social media
posts, and e-commerce product discovery. The platform’s recommendation is valuable only when
the user is uncertain about their preference; in fact, any recommendation is moot if the user knows
b; for sure. While the platform uses its data-analytics capabilities (e.g., predictive models trained on
past behavior and similar users) to form accurate estimates of the realized values b; and b, for the

arriving user before making curation and ranking decisions.

It is common knowledge that from the user’s perspective (b1, ;) follows a joint distribution
F on [by,b1] x [by, by] with b; > 0 and b, > 0. Assume the distribution has density everywhere
on its support. The distribution may admit certain correlation between b; and b,. We assume
E[b1] < E[by] < by, which captures, for example, the case where user-aligned content is associated
with higher expected quality or user satisfaction, a phenomenon reflecting users’ general skepticism

toward platform-incentivized content versus organically relevant recommendations.

Algorithmic self-preferencing weight. Let a; denote the platform’s self-preferencing weight for
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category 7 in the recommendation algorithm, and normalize x; = 1, so that ; = a > 1. We interpret
«; as a reduced-form index of all platform-side benefits from a category-i interaction Leveraging
empirical evidence that a user’s instantaneous satisfaction is a strong linear predictor of their long-
term value to the firm (Kumar, 2007; Danaher and Dagger, 2013), we model the platform’s payoff

from a category-i consumption as

Oél'bi, Ky = 1, K1 =K > 1,

so higher realized user utility b; directly translates into higher expected long-run platform value.
In this reduced form, the self-preferencing weight « > 1 captures all additional incentives to steer
demand toward category 1, In this reduced form, the self-preferencing weight & > 1 captures the
aggregate strength of incentives to steer demand toward category 1, aggregating factors such as

unit margins, advertising revenue, or strategic mandates (e.g., promoting original content).

We model « as a structural parameter determined by the platform’s broader business environ-
ment such as fixed advertising contracts, production costs, or executive strategic directives, rather
than a decision that the recommendation algorithm optimizes in real time. Thus « is a slow-moving
design parameter determined on a longer time scale by pricing, contracting, and business-model
choices. At the level of a single user interaction, the recommendation system treats a as an exoge-
nous parameter allowing us to explore how stronger or weaker self-preferencing affects engage-
ment and optimal design, in the same spirit as cheap-talk models that treat the sender’s bias as a

primitive (e.g., Crawford and Sobel, 1982; Che et al., 2013).

Regarding the user’s information, our analysis does not require users to observe the platform’s
profit margins or the exact values of the self-preferencing weights ;. Instead, consistent with the
persuasion-knowledge model (Friestad and Wright, 1994), we assume users form a rational belief
about the platform’s degree of bias based on repeated interactions and explicit cues. If the plat-
form consistently prioritizes high-margin but low-utility items, sophisticated users will revise their
estimate of & upward. In a long-run equilibrium, the user’s perceived level of bias must align
with the platform’s actual incentive structure. Motivated by this, and by evidence that disclosure
labels like “Sponsored” or “Originals” materially shift user attention (Federal Trade Commission,
2017; Klein et al., 2020; Wang et al., 2018), we model a as common knowledge that category 1 is the
platform-incentivized category and that its self-preferencing weight satisfies « > 1. In our com-

parative statics, « should thus be read as the commonly understood degree of self-preferencing: larger



« corresponds to stronger perceived bias toward category 1. This assumption keeps the analysis
tractable while capturing the core tension: « represents the commonly understood degree of incentive

misalignment between the platform and the user.”

The user can always walk away from the platform and pursue an outside option, which yields a
payoff by > 0. This option aggregates the diverse alternatives available to the user, such as switch-
ing to rival content platforms (e.g., YouTube, TikTok), consulting third-party review sites, or revert-
ing to offline channels. Its attractiveness depends on the trustworthiness and abundance of these
alternatives, so we allow by to vary over a wide range. We model the realized value of by as common
knowledge. While effectively an approximation, this assumption is motivated by the high degree
of transparency in digital markets and the sophisticated analytics employed by platforms. First,
digital platforms utilize granular user data (e.g., search history, churn risk models, cross-platform
behavior) to form precise estimates of a user’s retention threshold. Second, the value of the “out-
side option” in digital settings is often set by prominent market standards (e.g., a competitor’s
well-known price or catalog), which are observable to both the platform and the user. Therefore, by
serves as the effective participation constraint for the interaction: it represents the commonly under-
stood utility level the platform must beat to retain the user’s attention. This information structure
is standard in cheap-talk and persuasion models (e.g., Che et al., 2013; Kamenica and Gentzkow,
2011), which typically treat the receiver’s outside option as known to both parties and focus on
asymmetric information about the recommended options. Maintaining the same convention here
keeps the recommendation game tractable and allows us to isolate the core tension we study. If
the user does not consume content from the platform and opts for the outside option, the platform

receives a payoff of 0.

Given this payoff and information structure, the platform acts as an informed sender that can
steer the user’s choice through both what is shown and how it is highlighted. We model its behavior
as a two-stage decision problem: the platform first curates a personalized assortment of content
categories and then, conditional on showing more than one category, selects a category to feature

as its recommendation. The platform makes two sequential decisions:

1. Content curation. The platform first chooses a subset of categories to show to the user: S C
{1,2}. S = {i} means that only category i is displayed as available on the interface S =
{1,2} means that both categories are presented in the personalized assortment. This mirrors

how algorithmic feeds routinely omit or demote some content. Audit studies of search and
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news-feed personalization show that users rarely notice items hidden “below the fold” or
filtered out, supporting our assumption that users are unaware of omitted categories when

S = {i} (Hannak et al., 2013; Eslami et al., 2015).

2. Recommendation. If S = {1,2}, the platform chooses a top-ranked category r € S (“Recom-
mended for you,” first result, or top slot), and the user observes the pair (S,7). When both
categories are shown, this choice of r is a cheap-talk message about the private state (by, by):
the platform picks r anticipating the user’s reaction, and the user interprets r as a possibly
incentive-driven signal and updates their beliefs (see §4). When S = {i}, there is no further
ranking decision: the single visible category is implicitly recommended, and because the user

is unaware of the omitted category, they learn nothing about (b;, b,) beyond the prior.

The user observes the displayed assortment S, the recommendation r (when applicable), and
the outside option value by, and then decides whether to consume content from one of the available
categories or to take the outside option. The timeline of the interaction is summarized as follows:

1. The user’s outside option value by is realized and observed.

2. The platform uses analytics to learn the realized (bq, by).

3. The platform chooses the curated assortment S (filtering stage).

4. If |S| = 2, the platform chooses a recommended category r € S (ranking stage).

5. The user observes (S, r) and chooses either a category from S or the outside option.

4. Strategic Recommendation and User Response

In the second stage, the platform’s recommendation effectively becomes a message: by highlight-
ing one category over the other, the platform reveals something about its private information and
incentives, and the user tries to read between the lines. We model this interaction as a cheap-talk
communication game. Taking the curated assortment S from the first stage as given, the platform
chooses which category to recommend, and a strategic user interprets this recommendation, up-

dates their beliefs about (b1, b;), and then decides whether to consume from one of the categories
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or to take the outside option. Analyzing this game answers our first set of research questions about

how sophisticated users respond to self-preferencing recommendations.

If the platform’s curated assortment includes only category i, i.e., S = {i} and r = i, the rec-
ommendation conveys no new information and therefore the user makes their choice per the prior
beliefs. As they maximizes their expected value, they consume category-i content if and only if

E[b:] > b.

By contrast, if the assortment contains both categories, S = {1,2}, the user expects that the
platform would make a recommendation r € S based on its private information (by, b, ) to maximize
its own payoff. The recommendation is therefore a cheap-talk signal, and the user updates their
beliefs about (b1, b,) given r. We model this interaction as a Bayesian game. A (mixed) strategy
for the user is a collection {g} : i,r € S}, where g} is the probability with which the user chooses
category i after observing recommendation r. The probability that they instead take the outside
option upon recommendation ris g, := 1 — g} — ¢5.

Let R(r) := gjab; + g5by denote the platform’s expected payoff when it recommends 7, and let
V(i | r) denote the user’s expected payoff from choosing category i upon recommendation r. In a
perfect Bayesian equilibrium (PBE), the user uses some strategy {4/} and the platform chooses an
optimal recommendation r* € S, such that for all i, ¥ € S. Both players maximize their expected

payoffs given the other’s strategy in the perfect Bayesian equilibrium defined as follows:

Definition 1 (Perfect Bayesian equilibrium of the recommendation game) Given an assortment S =
{1,2}, a perfect Bayesian equilibrium consists of a recommendation rule r* € S for the platform and a strat-
egy {q! < i,r € S} for the user (g, :== 1 — q}} — g}, is the probability of opting out after recommendation r),

together with beliefs about (by, by) after each recommendation, such that for all i,r € S:

1. Platform best response: R(r*) > R(3 —r"). (1)
2. Belief consistency: V(i | r) = E[b; | R(r) > R(3—71)]. ()
3. User optimality: V(i |r) > max{by, V(3—i|r)} ifqg; >0, 3)

by > max{V(1|r), V(2|r)} ifqo>0. 4)
4. Recommendation should not hurt a category’s chance: g: > qf’_i, Vi e {1,2}. ®)

Condition (1)—(5) jointly characterize a perfect Bayesian equilibrium of the recommendation
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game. Equation (2) requires the user’s beliefs to be consistent with the platform’s strategy: upon
observing recommendation 7, the user evaluates each category using the corresponding conditional
distribution where recommending r is weakly optimal, i.e., R(r) > R(3 — r). Inequalities (3)—(4)
impose sequential rationality on the user by ruling out any dominated pure action from receiv-
ing positive probability. Finally, inequality (5) encodes the natural requirement that a category is
(weakly) more likely to be chosen when it is recommended than when it is not. without loss of

generality.

Equation (2) V(ilr) = E[bi|R(r) > R(3 —r)] captures the key belief-updating object in our
equilibrium analysis. Let x := [a(q1 —¢3)]/[45 — 3] > 0 (by (5)). Then R(1) > R(2) is equivalent
to xb; > by, and R(1) < R(2) is equivalent to xb; < by. To study how V(i|r) varies with x,
let x := by/b; and X := by/b;, where [by,by] x [b,, bs] is the support of (by,by), and impose the

following mild regularity condition on the joint distribution of (b1, by).

Assumption 1 For x € [x,%],

e E[by | xby > by] and E[by | xby < by] are strictly decreasing in x,

e E[by | xby > by] and E[by | xby < by] are strictly increasing in x.

Assumption 1 formalizes a natural monotonicity: As x increases, the region xb; > b, admits
“more” small b; realizations and “more” large b, realizations, so the conditional mean of b; falls
and that of b, rises (and vice versa for xb; < by). The assumption holds for a broad class of distribu-
tions, including many standard independent distributions (e.g., Pareto, Power-function, uniform,

exponential, Gamma).

The recommendation game can admit multiple equilibria. In particular, for any by > E[b,], there
always exists an equilibrium in which the user strictly prefers their outside option irrespective of
the recommendation and chooses it with probability one. We refer to such an outcome, with g = 0
for all i,r € S, as the zero equilibrium. The zero equilibrium is unattractive for both players. We

therefore focus on equilibria that are Pareto optimal for the platform and the user.

Definition 2 A perfect Bayesian equilibrium is Pareto optimal if there does not exist another perfect Bayesian

equilibrium that makes both the platform and the user weakly better off and at least one strictly better off.
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Figure 1: Three behavioral regimes given the outside option value by.

The next result shows how the outside option partitions users into three behavioral regimes and

characterizes the structure of Pareto-optimal equilibria.

Proposition 1 There exist two constant thresholds by and by such that E[b;] < by < E[bs] < bo:

(i) If the outside option is sufficiently valuable, by € (by, ), the zero equilibrium is the unique equilib-

rium;

(ii) if the outside option value is moderate, by € [by, bo|, there exists a unique Pareto optimal equilibrium.
In this equilibrium, the user randomizes between the recommended category and the outside option and

never chooses the non-recommended category.

(iii) if the value of the outside option is sufficiently low, namely, by € [0,b,), there exists a unique Pareto
optimal equilibrium. In this equilibrium, the user never takes the outside option, regardless of the

recommendation.

Furthermore, in any Pareto optimal equilibrium that is not the zero-equilibrium, there exists at least one

category i € S such that q: = 1, i.e., if category i is recommended, the user accepts it with probability one.

Proposition 1 partitions users into three groups based on their different outside option values
as shown in Figure 1: (i) Users with very attractive outside options, by > bo, ignore the platform
entirely. (ii) Users with moderate outside options, by € [QO,EO], always choose between the rec-
ommended category and the outside option; they never pick the non-recommended category. (iii)
Users with weak outside options, by € [0, b), always choose between the two platform categories;

the outside option is never used.

In the nontrivial cases (moderate or low by), at least one category is fully persuasive: when it
is recommended, the user always follows the recommendation. The immediate next sections §4.1

and §4.2 further characterize the equilibrium behavior in these two regions.
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4.1 Moderate Outside Options: Compliance vs. Pandering

In the moderate outside option region, the recommendation game is most subtle. The platform
would like to self-preference its high-margin category 1 whenever ab; > by, but a sophisticated user
anticipates this self-preferencing and no longer takes such recommendations at face value. Here
we give answers to (RQ1) about how user would respond facing self-preferencing. Moreover, the
analysis shed light on whether the platform should do self-preferencing or recommend an inferior

but more persuasive category, known as pandering (Che et al., 2013).

Proposition 1 implies that for a user with a moderate outside option there always exists at least
one persuasive category, which they would choose for sure should the platform recommend it.

Depending on whether only one or both categories are persuasive, there are two types of equilibria:

o Compliant equilibria, featured by g1 = g5 = 1;

e Pandering equilibria towards category i, featured by g} = 1, qgj €[0,1) and qf”i =0.

In a compliant equilibrium, the user fully complies with any recommendation. The platform
then behaves in a purely self-preferencing way: it recommends category 1if R(1) = ab; > R(2) =
by, and recommends category 2 otherwise. In contrast, in a pandering equilibrium towards cate-
gory i, the user complies only when the platform recommends i. As a result, the platform may
recommend i even if it knows i is inferior for both the user and itself. To illustrate such pander-
ing, note that the platform recommends i if R(i) = a;b; > R(3 —1i) = qgjtxg,ibg,i. Thus, when
qg:f < w;b;/ (a3—ibs_;), the platform will recommend i even if category i is inferior for itself, i.e.,

a;ib; < a3_;b3_;. In such a case, b; < b3_; is also possible, namely, the recommended category is also

inferior for the user.

The platform’s recommendation policy in equilibrium (self-preferencing vs pandering, and to-
ward which category) depends on the self-preferencing weight « and the outside-option value by.
The analysis is much more involved to identify the type of the unique Pareto equilibrium under
different situations. We relegate the technical details to Appendix, and present characterizes the

unique Pareto-optimal equilibrium for any moderate by in Proposition 2.

Proposition 2 For a moderate by € [by, bo), define the two thresholds:

ﬁl(bo) = sup{y]]E[bllybl Z bz] 2 bo} and 5(2(170) = ;gg{yﬂE[sz)z Z ybl] 2 bo}, (6)
y=0 z
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Figure 2: The unique Pareto equilibrium given the algorithmic weight «.

Then the unique Pareto optimal equilibrium is:

(i) Pandering toward category 2 if & € (&1(bp), o).

In this case, the user fully trusts recommendations for category 2 and only partially follows recommen-

dations for category 1, with g1 = &1(bo)/a;
(ii) Compliant if & € [&2(bo), &1(bo)]. The user fully follows any recommendation: g1 = g5 = 1.

(iii) Pandering toward category 1if w € [1,&2(by)).

Here the user fully trusts recommendations for category 1 and only partially follows recommendations

for category 2, with g3 = /& (by).

Proposition 2 shows that the unique Pareto equilibrium can be either compliant or pandering,
and in case of pandering the platform may pander towards either the high-margin or the low-

margin category, depending on the self-preferencing weight « and the outside option by.

The role of « is particularly striking. One might expect that a stronger incentive to promote
category 1 (a higher «) simply leads the platform to self-preference it more aggressively. Instead,
Proposition 2 shows the opposite pattern: when a becomes sufficiently large, the unique equilib-
rium has the platform pandering towards the low-margin category 2; only when « is relatively small
can the platform pander towards the high-margin category 1. The reason is credibility. Recommen-
dations for category 1 are trusted only when the self-preferencing weight « is moderate; once « is
high, the user rationally downweights such recommendations, so the platform may prefer to rec-
ommend category 2, which the user fully trusts and is more likely to follow instead of taking the
outside option. Thus persistent self-preferencing is not always optimal: beyond a threshold, raising

« undermines credibility and profitability. Formally, Corollary 1 summarizes the effect of «.

Corollary 1 Fix a moderate outside option by € [by, bo). In the unique Pareto-optimal equilibrium:
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Figure 3: The compliance region of a shrinks as the outside option by increases.

o The probability q} that the user follows a recommendation toward category 1 decreases in a.

e The probability g3 that the user follows a recommendation toward category 2 increases in .
p Y43 801y

Corollary 1 implies a striking reversal: as the platform’s incentive toward category 1 grows, it rec-
ommends category 1 less often. Stronger self-preferencing makes users distrust recommendations
for category 1 and comparatively trust those for category 2, so the platform scales back its own

favoritism.

Another key driver of Proposition 2 is the outside option by. As by increases, the left threshold
2 (bo) shifts right and the right threshold &; (bg) shifts left, so the compliant region [&2(bo), &1 (bo)]
shrinks (Figure 3). For any fixed «, a sufficiently large by eventually moves the equilibrium out
of this middle region into one of the two pandering regimes: toward category 1 when « is small
or moderate, and toward category 2 when « is large. Intuitively, a more attractive outside option
makes the user more willing to walk away, so the platform must pander to whichever category the

user is most willing to trust in order to sustain engagement.

The next corollary makes this dependence more explicit by tracking, for a given a, how the

equilibrium regime evolves as the outside option by increases.

Corollary 2 Given a moderate by € [by, by and a fixed , the unique Pareto optimal equilibrium involves

pandering when by is sufficiently large. In particular, as by increases from by to by,
(i) ifa € [1,41(bo)), the equilibrium switches from complying to pandering towards category 1;
(ii) ifa € (&1(bo), &1(by)), the equilibrium switches from complying to pandering towards category 2;
(iii) if w € [&1(by), o0), the equilibrium always panders towards category 2.
Taken together, Proposition 2 and Corollaries 1-2 deliver a compact message. The outside op-
tion by and the self-preferencing weight a jointly determine whether the unique Pareto-optimal
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equilibrium is compliant or pandering, and if pandering toward which category. For a fixed «, in-
creasing by eventually pushes the system out of the compliant region into pandering; for a fixed by,
increasing a first erodes compliance and then flips the direction of pandering from the high-margin
to the low-margin category. Users with attractive outside options effectively force the platform to

emphasize recommendations that are credible rather than immediately most profitable.

Managerially, this highlights a “trust over self-preferencing” trade-off. A higher « > 1 raises the
gain from steering toward category1, but it also makes those recommendations less believable. Be-
yond a threshold, further increasing a backfires: users treat category 1 as over-promoted and follow
such recommendations only probabilistically, while fully trusting recommendations for category 2.
Likewise, as by rises, users become more willing to walk away, and the platform is driven to fea-
ture whichever category they regard as credible, often the user-aligned, lower-margin content. In
short, persistent self-preferencing is not always optimal: sustaining engagement can require sacri-
ficing some immediate payoff and pandering toward content that better matches users’ perceived

interests.

4.2 Low Outside Option: From Compliance to Zero-Compliance

When the outside option is weak, by € [0, by), the user is effectively “locked in” to the platform and
always chooses between categories 1 and 2. The outside option then fades into the background, and
the recommendation game is governed entirely by the self-preferencing weight a. In this regime,
the equilibrium can take only two stark forms: either the user fully complies with every recom-
mendation, or they completely disregard the recommendation and always selects the user-aligned

category 2. The latter outcome defines what we call the zero-compliance region.

The following lemma identifies such unique threshold value of the self-preferencing weight « to

decide the equilibrium region.

Lemma 1 There exists a unique threshold &, (by) > 1 such that

IE[bl | Déb1 > bz] > IE[bz | Débl > bz] < a < 5(1(&0).

It is straightforward to verify that R(1) > R(2) if and only if ab; > by. Hence, when a < &;(by)
by

the user accepts recommendation » = 1 with probability one (g} = 1), whereas when a > &;(by)
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Figure 4: Low by: either full compliance or zero-compliance.

the user always prefers category 2 even after seeing r = 1 (g3 = 1). These observations yield the

following result.

Proposition 3 With a low by € [0, by), the unique Pareto optimal equilibrium is characterized as follows:

(i) If w € (R1(by), o), then g5 = 1 and g5 = 1; namely, the user always chooses category 2 regardless of

the recommendation (zero-compliance);

(ii) if w € [1,81(by)), then gt = 1 and g5 = 1; namely, the user fully complies with any recommendation.

Note: &1(by) > 1 holds regardless of F.

Relative to the moderate outside option case (Proposition 2), the low-by region is simpler but
more stark (Figure 4). The outside option drops out and only the incentive bias « matters. When
a < &1(by), recommendations remain fully credible and the equilibrium is compliant: the user
follows whichever category is recommended. Once & > &;(by), however, any recommendation
favoring the high-margin category 1 loses credibility, and the user always chooses the user-aligned
category 2, regardless of . In this zero-compliance region, the platform’s ranking has no persuasive

power: steering fails even though the user stays on the platform.

Managerially, Proposition 3 exposes a sharp version of the “trust over self-preferencing” trade-
off. When outside options are weak, it is tempting to think the platform can freely push its incen-
tivized content. Our analysis shows the opposite: if a is driven too high, users stop listening and
default to category 2. To preserve persuasion power in this low-outside-option regime, the platform
must keep its self-preferencing weight below &1 (b) so that recommendations remain credible and

fully complied with.
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Figure 5: The user’s choice behavior in the unique Pareto optimal equilibrium, given the revenue-
margin ratio « and the outside option value by.

4.3 Summary and Value of Recommendations

Figure 5 synthesizes our analysis in §4.1 and §4.2 and provides a complete answer to our first set
of research questions. A strategic user who understands that the platform has stronger incentives
for category 1 does not mechanically follow rankings. Their behavior is jointly shaped by the self-

preferencing weight « and the outside option by.

When by is very high (by > bp), the user always takes the outside option and ignores the
platform. When by is low (by € [0,by)), they never walk away, but their response to rankings is
all-or-nothing: for « < &;(b,) the equilibrium is compliant (they follow either recommendation),

whereas for « > &1 (by) it is zero-compliance and they always choose the user-aligned category 2.

The most nuanced behavior arises for moderate outside options (by € [by, bo]). In this region the
user always chooses between the recommended category and the outside option, and at least one
category is fully persuasive (Proposition 2). For intermediate & the equilibrium is compliant; for
small or large « the user trusts one category more than the other, inducing the platform to pander
by recommending whichever category they fully trust: toward category 1 when « is low and toward

category 2 when « is high.

These patterns yield three managerial insights. First, trust dominants self-preferencing: Raising the
self-preferencing weight a or weakening out side options may seem attractive in the short run, but
beyond certain thresholds they may destroy platform’s persuasive power. Second, platforms should

promote credible picks: prominently featuring user-aligned, low-margin content can sustain confi-
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dence and engagement, especially when outside options are attractive. Third, outside options bite: as
bg rises, the platform is pushed to highlight whichever category users find most credible, often the

low-margin, long-tail content so competition can indirectly increase exposure of user-aligned items.

Value of recommendations. Given that the user sometimes discounts or ignores recommenda-
tions, one might ask whether the platform would be better off not recommending at all (or issuing
uninformative, “everything is great” messages). Our analysis shows this is never optimal. The
platform can always mimic the no-recommendation benchmark by recommending exactly what

the user would choose under their prior, while the user is always free to ignore the message.

Moreover, whenever the equilibrium is not in the zero-compliance region (i.e., when by € (b, bo)
or a € [1,&1(by)]), recommendations strictly improve ex-ante payoffs for both sides: the platform
uses its private information to steer toward higher-value content, and the user rationally extracts

information while guarding against self-preferencing. This is formalized in the proposition below.

Proposition 4 In comparison with the scenarios where recommendations are infeasible, allowing the plat-
form to recommend never makes it worse off, regardless of w, by, or realization of (b1, by). Furthermore, when
bo € (by, bo) or a € [1,&1(by)], recommendations strictly increase both the platform’s and the user’s ex-ante

expected payoffs, i.e., before the realization of by and b,.

5. Optimal Content Curation: When Less Is More

Thus far we have taken the curated assortment S as given and asked how a strategic user reacts to
the platform’s recommendation. We now step back to the first stage and ask: what should the platform
show in the first place? Popular wisdom in digital markets celebrates the “endless shelf” and assumes
more variety is always better. Our analysis of strategic users challenges this view. For each arrival,
the platform can either display both categories or deliberately offer only one of them, effectively
removing the other from the user’s consideration set. We show that when users interpret rankings
through the lens of self-preferencing, expanding variety can dilute credibility, whereas carefully

reducing variety can serve as a powerful lever that sometimes benefits the platform.

Given the realized (b1, by) and parameters (a1, a2, by), and anticipating the second-stage behav-
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ior, the platform’s first—stage problem is

max { q(1)arby, q(2)azby, rgg,)z(} ie{zl;z} qfaibi}. )
The first two terms correspond to showing only category 1 or only category 2; the last term is the
expected payoff when both categories are shown and the platform chooses the profit-maximizing
recommendation r given equilibrium user responses. Here 4(i) is the engagement probability when
only category i is offered, so q(i) = 1if E[b;] > by and g(i) = 0 otherwise. When both categories are
offered, g7 is the probability that the user chooses category i when the platform recommends ; these

probabilities are given by the unique Pareto—optimal equilibrium characterized in Propositions 1-3.

Proposition 5 In the first stage, the platform finds it strictly optimal to include only the high-margin cate-

gory 1 in the content curation when all of the following three conditions are satisfied:
(i) the user a priori prefers category 1 content to their outside option, i.e., |E[b1] > by;
(ii) the high-margin category generates higher long-term payoff in the realized state, i.e., x1b1 > azby;
(iii) the algorithmic award weight « exceeds the threshold &1 (by).

Otherwise, it is a weakly dominant strategy for the platform to include both categories in the content curation.

Variety paradox 1: When is “less” more? Conditions (i)-(iii) pin down exactly when the platform
optimally shows only its incentivized category 1. Condition (i) guarantees engagement if only cat-
egory 1 is offered; (ii) says that, given the realized utilities, category 1 generates higher long-term
payoff than category 2; and (iii) implies that, if both categories were shown, a low outside option
and strong self-preferencing (x > &1(b,)) would drive the user to always pick category 2 (Zero-
compliance; Proposition 3). In this region, adding category 2 makes the high-margin category 1
effectively unrecommendable: once the user sees category 2, they never choose category 1. Anticipat-
ing this, the platform deliberately restricts variety and offers only category 1. Thus, for RQ2, less
variety can be strictly more profitable, and expanding assortment purely for breadth can backfire for

platform-incentivized content.

Beyond traditional motives for limiting variety such as inventory, capacity, or operational com-

plexity (van Ryzin and Mahajan, 1999; Bernstein et al., 2019), Proposition 5 shows that assortment

22



can also be used as credibility engineering. When bias is salient and outside options are weak, “curate,

don’t flood”: less variety can build trust and profit at the same time.

The next result focuses on engagement probability and reveals a second variety paradox: even

when it is optimal to offer both categories, more variety can still lead to lower engagement.

Corollary 3 The engagement probability when the platform includes both content categories in the curation

is lower than that when it includes only category 2 if
(i) b() = [QO,IE[bz]], N e (5(1(1?0),00), and &1(b0)b1 > bz,’ or

(ii) by € [QO,IE[bz]], S [1,562(b0)), and &Q(bo)bl < by.

Variety paradox 2: More variety, lower engagement. Corollary 3, together with Proposition 5,
identifies states in which adding the incentivized category 1 actually reduces the probability of en-
gagement. If the platform showed only category 2, the user would always consume it (4(2) = 1).
Yet given the realized (b1, by) it is optimal to display both categories. With both present, the sec-
ond-stage equilibrium is pandering: the platform sometimes recommends category 1, the user
sometimes rejects that recommendation and takes the outside option, and overall engagement falls
strictly below one. In scenario (i), for example, b, is large enough that the platform prefers to push
category 1 despite a high «, but a skeptical user accepts such recommendations only with proba-
bility &1(by)/a < 1. The platform thus deliberately trades off lower engagement for the chance
to steer a fraction of users to the high-margin category, illustrating that “more variety” can mean

lower purchase probabilities.

This “more variety, less engagement” phenomenon challenges conventional wisdom and stands
in sharp contrast to standard demand and choice-model predictions, such as multinomial logit, ex-
ogenous substitution, or locational models (see Kok et al., 2008; Feng et al., 2018) which typically
imply that adding options cannot increase the probability of choosing the outside option. In our
setting, because recommendations are informative and users are strategic, expanding the assort-
ment can backfire and dilute credibility and push more users to opt out. “Variety reduction as

persuasion” thus emerges as a novel rationale for filtering in personalized content platforms.

Managerial takeaway for RQ2. Section 5 delivers a simple prescription: trust before breadth. When

self-preferencing is strong, blindly expanding the personalized assortment can dilute credibility,
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Figure 6: The zero-compliance region

lower engagement, and even shrink effective market share. Variety should therefore be treated as a
credibility lever, not just a growth lever: platforms should curate, not flood, offering a smaller, carefully
chosen set of options whenever recommendation credibility is fragile, and expanding variety only

when users are willing to trust the ranking signal.

6. Zero-compliance region and implications for the platform’s payoff

Our analysis so far yields three regimes of user behavior: compliance, pandering, and zero-compliance.
The last is the platform’s nightmare scenario: users remain on the site but ignore every recommenda-
tion, always ending up with the same low-margin category. Trust has collapsed, persuasion power
is effectively zero, and familiar levers such as raising margins or expanding assortment no longer
move profits. In this section we zoom in on this zero-compliance region, characterize when it arises,

and ask what changes in incentives or design are needed for a platform to escape it.

Recall from §4, for low outside options and strong self-preferencing (by € [0,by), « > &1(by)),
Proposition 3(i) implies the user always chooses the user-aligned category 2 regardless of the rec-
ommendation. §5 shows that whenever by < [E[b;] the platform can sometimes restore persuasion
toward category 1 by excluding category2 from the assortment (Proposition5). Putting these results

together, we obtain a region
(LS (&1 (QO)IOO)I bO S (E[bl]/ b())/

in which, even after optimally choosing the assortment, the platform cannot induce the user to
consume category 1. We refer to this set as the zero-compliance region (Figure 6): the user always

ends up in category 2, and the platform can secure engagement only at payoff ayb,.

The existence of the zero-compliance region has striking implications for the platform’s ex ante
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Figure 7: The platform’s ex ante expected long-term payoff as the outside option value by varies
(left panel) and as the self-preferencing weight « varies (right panel).

payoff. The next proposition summarizes how this payoff moves with by and a.

Proposition 6 The platform’s ex ante expected long-term payoff is minimized and equals E[b,] if a €
(&1(by),0) and by € (E[b1],by). As a result, the platform’s ex ante expected long-term payoff is not
necessarily decreasing in by if & € (&1(by), c0) and it is not necessarily increasing in « if by € (E[b1], by).

Otherwise, it is decreasing in by and increasing in «.

At first glance one might expect that a more attractive outside option (higher bg) can only hurt
the platform, while a larger self-preferencing weight a can only help. Proposition 6 shows that this
intuition fails once zero-compliance is taken into account: the platform’s ex ante payoff is lowest
precisely when the outside option is neither very weak nor very strong and « is too large. Moving

bo or « away from this region can actually increase the platform’s payoff.

Figure 7 highlights two striking non-monotone patterns in the platform’s payoff. In the left
panel, once by exceeds b, (point B), the outside option becomes so competitive that it actually restores
credibility: the user now accepts recommendations for category 1 with probability i = & (bo)/«,
and the platform’s ex ante payoff jumps from E[b,] = 8 up to E[max{&;(by)b1,b2}] ~ 10.6. Para-

doxically, a stronger outside option can make the platform more persuasive and more profitable.

The right panel fixes by = 7 € (E[b1], by) and varies a. For a € [1, &1 (by)], raising « increases the
platform’s payoff and keeps it above E[b,]; but as soon as « crosses &1(by), the system enters the
zero-compliance region and the payoff collapses back to [E[b;], so pushing self-preferencing beyond

this credibility threshold strictly destroys value.
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Managerial implications: escaping zero-compliance. Proposition 6 delivers a clear warning: once
the platform falls into the zero-compliance region, pushing harder on traditional levers: higher
margins or broader assortments, only deepens distrust and locks the system into low-payoff inter-
actions. To improve performance, the platform must move out of this region by changing the relative

position of (by, «).

In principle, there are two direct ways to do so: (i) make all on-platform content more attractive
relative to the outside option (shifting by left across point A in Figure 7 left panel), or (ii) narrow the
margin gap by strengthening category 2 (reducing « leftward across &1 (b,) in Figure 7 right panel).
However, in today’s competitive digital environment it is very likely that it has already achieved its

best in both ways.

Our analysis points to a more subtle, counterintuitive remedy: deliberately increase the relative
attractiveness of the outside option so that by moves from the interior of (E[b1],b) to just above b,
(crossing point B in Figure 7 left panel). Paradoxically, making the outside option look better can
restore the credibility of recommendations for category 1 and raise the platform’s own payoff. In our
model, this can be implemented by jointly reducing user values b; and the platform’s payoff a;b; in

a controlled way, for example, through a donation-match scheme.

Donation-match scheme. We propose that the platform pre-announces two amounts d; and d;
and promises to donate «;d; whenever a user consumes a category-i content and donates d;. This
prosocial, value-sharing commitment effectively raises the user’s outside option relative to on-platform
payoffs and can shift the system out of the zero-compliance region, making recommendations to-
ward high-margin category 1 persuasive again. When (dq,dz) are chosen appropriately, the gain
from restored persuasion more than offsets the expected donations, so net profit increases. In the
numerical example in Figure 7 with « = 1.7 and by = 7, the platform’s ex-ante payoff rises from 8

in zero-compliance to 10.2 by choosing, for instance, d; = 0.3 and d, = 0.5.

Proposition 7 Given o € (&1(by),0) and by € (E[b1], by), there always exist d; > 0and dy > 0 such that
the platform can escape the zero-compliance region and induce engagement with category 1 content through
a match-donation promise: if a user consumes a category-i content and donates d;, the platform matches
by donating w;d;. Furthermore, if E[max{&(dy,da)(by — d1), by — da}] > E[by], where &(dq,d) =
sup,~g {y } Elby —dy | y(by —dy) > by —dy] > bo}, the match-donation promise strictly increases
the platform’s ex-ante expected long-term payoff (net of the matched donations).
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The zero-compliance region marks a full breakdown of trust: once users systematically ignore
recommendations, pushing self-preferencing harder or expanding assortment only makes things
worse. Escaping this trap requires re-engineering credibility rather than adding more exposure, for
example, tempering the advantage of platform-incentivized content or even strengthening the rel-
ative appeal of outside options. More broadly, our analysis highlights that prosocial or value-sharing
commitments, such as donation-match schemes that visibly align the platform’s incentive with that
of its users, can be powerful tools for rebuilding trust and lifting long-run profitability, turning

credibility restoration itself into a source of competitive advantage.

7. Conclusion

Personalization and recommendation are no longer optional add-ons but core infrastructure for
modern digital platforms and retailers: most now deploy personalized assortments and algorith-
mic recommendations at scale to drive traffic, conversion, and retention (Segment, 2021; Artug,
2025). Yet this very reliance also means that any tension between platform incentives and user trust
can systematically shape what gets seen, clicked, and consumed. This paper tackles that tension
head-on by providing a unified analytical framework for how self-preferencing platforms design
assortments and rankings when users are sophisticated enough to recognize, interpret, and some-

times resist those incentives.

We develop a unified game-theoretic framework for a self-preferencing platform that both cu-
rates a personalized content assortment and ranks items within that assortment, anticipating that
users understand its incentives. In our model, a strategic user treats the recommendation as an
informative but incentive-driven message rather than blindly complying. We characterize when
recommendations are fully persuasive (compliance), partially persuasive (pandering), or entirely ig-
nored (zero-compliance), and how these regimes depend jointly on the self-preferencing weight « and

the attractiveness of the outside option by.

Conceptually, the paper advances a credibility view of recommendation systems. Recommen-
dations can underperform not because prediction is inaccurate, but because users rationally dis-
count advice from a platform whose incentives are only partially aligned with their own. We link
this to assortment design by showing that expanding variety can backfire when it amplifies per-

ceived self-preferencing: more choice can reduce engagement and shift demand away from niche
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or platform-incentivized items. Finally, we identify remedies such as donation-match program that

can restore credibility and profitability even when self-preferencing incentives are strong.

Our analysis yields three main design lessons for personalized recommendation and content cu-
ration. First, trust beats margin: as the self-preferencing weight « grows, users anticipate favoritism
toward platform-incentivized content and begin to discount or ignore such recommendations, so
« should be treated as a calibrated design lever rather than pushed to its maximum. Second, cu-
rate, don’t flood: when bias is salient, adding low-margin categories can make high-margin items
effectively unrecommendable and even lower overall engagement, so assortment expansion must
be judged by its effect on perceived impartiality as well as on substitution and inventory. Third,
to manage zero-compliance traps, where users stay but ignore all steering, platforms may need
seemingly counterintuitive moves such as softening self-preferencing or visibly sharing value (for
example, via donation-match-type schemes) so that incentives appear better aligned and recom-
mendations regain credibility. Taken together, these lessons point to a common design principle:
recommendation and content curation policies that preserve credibility: sometimes by showing

less, sometimes by giving back, are crucial for sustaining user trust and long-run profitability.

Our framework suggests several avenues for further work. First, it invites empirical and exper-
imental tests: for example, studying how changes in commissions, disclosure labels, or sponsored
ranking intensity shift behavior across compliance, pandering, and zero-compliance regimes. Sec-
ond, relaxing the assumption of homogeneous, fully sophisticated users, allowing a mix of naive,
heuristic, and strategic users would help quantify how much persuasion power hinges on user so-
phistication and how platforms should segment recommendation policies. Finally, extending the
model to richer multi-category assortments, dynamic learning about perceived self-preferencing,
and competition across platforms could clarify how credibility and long-tail exposure evolve in

more complex recommendation ecosystems.
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